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Abstract 

This study aims to investigate the potential of using SAR images from Sentinel-1 to 

predict snow depth in sub-arctic alpine regions by employing Random Forest 

regression. In addition to predicting snow depth, the correlation between radar 

backscatter and point snow depth measurements is explored. 

Random Forest regression is a powerful algorithm for classification and regression 

tasks. It is well-suited for applications in remote sensing, with strengths that include 

capturing non-linear relationships and effectively handling outliers and noisy data. 

This study investigates the following questions: Can snow depth be estimated using 

SAR? Are there other variables that can improve the accuracy of the models? Can 

medium-resolution ERA5-Land data be used with point measurements? 

For the study, field measurements of snow depth in the Vindelfjällen region in Sweden 

were used as the reference data for the Random Forest (RF) models. Additional data 

used to enhance the predictive performance of the algorithm includes terrain data and 

climate data from the ERA5-Land reanalysis dataset. Nine models with different 

combinations of Sentinel-1 resolutions and additional parameters were created to 

assess their ability to predict snow depth. 

The results show that SAR correlates poorly with the in situ snow depth measurements. 

The performance of the RF model to predict snow depth using SAR alone is also poor, 

with R² values of 0.03-0.05. With the addition of terrain data, the R² increases to 0.22-

0.3. Finally, models incorporating SAR, terrain, and ERA5-Land data achieved 

predictive performance with R² values of 0.35-0.4. The Sentinel-1 images were 

processed at 100, 500, and 1000-meter resolutions, with no significant difference 

observed between the different resolutions. 

These findings indicate that while SAR data alone is insufficient for accurate snow 

depth prediction, integrating terrain and climate data significantly enhances model 

performance. The results do not show a significant difference between the different 

resolutions. This study demonstrates that combining SAR, terrain, and ERA5-Land 

variables holds promise for modeling snow depth in sub-arctic alpine regions. 
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1 Introduction 

Over one billion people are dependent on the water provided by runoff from glaciers 

and snowpacks. Snowmelt is most significant for mountainous regions and those at 

latitudes greater than ~45°. It is a resource that must be monitored to be properly 

managed, especially with the increasing impact of climate change (Barnett et al., 

2005). For Sweden, monitoring snowmelt is important for hydropower production, 

which accounts for 40% of electrical production (SCB, 2023), and flood risk 

assessment (Zhang et al., 2021).  

Examining and mapping various properties of snow is a topic of great scientific interest 

in the field of remote sensing (Daudt et al., 2023; Lievens et al., 2019, 2022). 

Monitoring snow in mountain regions is especially important for understanding Earth’s 

hydrology. Snowmelt from mountains provides a crucial resource for drinking water, 

agriculture, and electrical generation. Despite its importance, measuring the snowpack 

within mountain regions has remained difficult due to the complex geography of the 

mountains (Bormann et al., 2018). 

Ground-penetrating radar (GPR), lidar, photogrammetry, passive microwave systems, 

and synthetic aperture radar (SAR) are all commonly used methods for monitoring 

snow (Zhang et al., 2021). Although each of these systems has its limits. GPR, lidar, 

and photogrammetry can achieve high spatial resolution, but are generally limited to 

smaller study areas, and can be labor-intensive and costly (Lievens et al., 2019; Zhang 

et al., 2021). Passive microwave systems have good temporal resolution but coarse 

spatial resolution (~25 km), making them unable to resolve the spatial variability of 

mountainous areas (Lievens et al., 2019). Measurements of snow depth are also 

performed at ground stations. However, ground-based observations have their 

problems: they tend to be located on flat terrain, are often sparse, and are generally not 

up in the mountains. Thus, the interpolation of measurements is unrealistic (Dozier et 

al., 2016). 

This study aims to improve the capacity for monitoring snow in mountainous regions 

using spaceborne SAR. Key aspects of consideration are the interactions between a 

volume of snow and radar waves. To achieve this, a machine learning algorithm, 

Random Forest regression, and snow depth measurement data from Northern Sweden 

are used with backscatter data from Sentinel-1 to assess the viability of using 

spaceborne C-band radar to monitor snow depth. 

1.1 Sentinel-1 

Sentinel-1 uses its side-looking SAR instrument to transmit microwave signals to 

illuminate the Earth’s surface. The C-band frequency allows it to illuminate the Earth's 

surface regardless of weather conditions and time of day or night. SAR operates on the 

principle of using the motion of the sensor as it makes a sequence of acquisitions and 

uses the resulting frequency changes from the Doppler shift to effectively “synthesize” 

the effects of a much larger antenna (Lillesand et al., 2015; NISAR, 2018). 

Sentinel-1 is part of the Sentinel satellite family, developed by ESA to serve as the 

space component of Europe's Earth observation program, Copernicus. The program 

encompasses information from around the globe and covers various applications, 

including climate change, land use, and disaster monitoring. Sentinel-1 is capable of 
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imaging the entire world every 6-12 days with its C-band instrument (SentiWiki, 

2024). Sentinel-1A was launched on April 3, 2014, followed by Sentinel-1B in 2016. 

However, Sentinel-1B has been inoperative since December 2021 due to a 

malfunction.  

Sentinel-1’s measurement domains include land (agriculture, forestry), marine (ship 

monitoring, oil pollution), and emergency management (floods, earthquakes, 

landslides, volcanoes) (SentiWiki, 2024). Additionally, it has important applications 

for cryosphere research, from monitoring sea ice and icebergs to mapping the 

movement of glaciers (Pedersen et al., 2015).  

Table 1. Summary of Sentinel-1 key characteristics and orbital information (SentiWiki, 

2024). 

Characteristics Value 

Constellation Sentinel-1A, Sentinel-1B (offline) 

Altitude 693 km 

Inclination 98.18° 

Orbit period 98.6 min 

Cycle 12 days, 6 days for full constellation 

Polarization modes VV+VH, HH+HV 

Look direction Right 

Frequency 5.405 GHz 

Wavelength 5.54 cm 

1.2 Radar-snow interaction 

Sentinel-1 transmits a microwave signal at C-band, or 5.4 GHz, and is capable of 

transmitting and receiving both vertical and horizontal waves. Its sensors detect the 

signal returning from the transmitted wave. The ratio between the energy transmitted to 

an area and the energy returned is the radar cross section (RCS), or sigma (σ). Sigma 

relates to the energy that returns to the sensor and is the basis for analyzing features on 

the surface. Sigma is influenced by numerous parameters from the target being imaged, 

such as its roughness and dielectric constant, and characteristics of the imaging sensor 

such as wavelength (Flores et al., 2019).  

The penetration depth of microwaves into a medium is related to its dielectric constant. 

For example, water’s high dielectric constant allows virtually no penetration, while 

snow has a much lower dielectric constant, allowing greater penetration. Therefore, the 

dielectric constant is important for the interaction between radar waves and a 

snowpack, as well as the water content of the snowpack (Flores et al., 2019). This is an 

important property for observing wet snow with radar (Marin et al., 2020; Nagler et al., 

2016), which will not be explored further in this study. 

Radar waves are not always able to penetrate a surface and will scatter instead. Surface 

scattering and volume scattering are relevant for snow depth studies (Lievens et al., 

2019, 2022; Daudt et al., 2023). 
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Volume scattering occurs when radar waves interact with a discontinuous medium that 

contains elements within it that also scatter the wave. Tree canopies, sand, and snow 

can all act as volume scatterers, where individual scattering elements have a random 

distribution and orientation, causing waves to scatter in no preferred direction 

(Woodhouse, 2017). 

Surface scattering is related to the roughness of the surface, the wavelength of the 

sensor, and the incidence angle of the wave. Surface roughness is characterized by the 

height deviation from the mean height of the surface. The roughness of a surface 

depends on the wavelength of the wave interacting with it; a surface that appears bright 

on an image in the C-band (λ = 5.5 cm) will appear darker in the L-band (λ = 24 

cm). A smooth surface leads to specular reflection where no signal is returned to the 

sensor, making the image area look dark (Flores et al., 2019). At a constant 

wavelength, as the roughness of the surface increases, the incident wave gets 

increasingly scattered. This leads to a higher portion of the wave returning to the 

sensor as can be seen in Figure 1 as the surface gets progressively rougher. Figure 1 

illustrates how the angle at which the incident wave interacts with the surface 

influences the direction in which the signal diffuses (Woodhouse, 2017). 

 
Figure 1. How surface roughness and incidence angle affect the diffusion of the 

transmitted radar wave. A rougher surface will diffuse the wave more, scattering the 

wave over a larger area and consequently increasing the strength of the returned signal 

(Woodhouse, 2017). 

The interaction between a polarized wave and the surface is influenced by the type of 

scattering it encounters. Scattering of a polarized wave can lead to depolarization, 

returning a signal with a different polarization than the incident wave. The effects of 

surface scattering tend to return the wave in the initial polarization (VV and HH), 

while volume scattering leads to stronger depolarization (VH, HV). This leads to 

differences in each of the polarimetric channels, which can provide important 

information about the object or area being imaged (Flores et al., 2019). 
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The attenuation of the backscatter by the interaction between a radar wave and a 

snowpack can be approximated with a four-component model: 

               𝜎𝑝𝑞
𝑡𝑜𝑡𝑎𝑙 = σ𝑝𝑞

𝑎𝑖𝑟−𝑠𝑛𝑜𝑤 + 𝜎𝑝𝑞
𝑠𝑛𝑜𝑤𝑣𝑜𝑙  +  𝜎𝑝𝑞

𝑠𝑛𝑜𝑤𝑣𝑜𝑙−𝑠𝑢𝑟𝑓𝑎𝑐𝑒
+ 𝜎𝑝𝑞

𝑠𝑢𝑟𝑓𝑎𝑐𝑒
                (1) 

Where 𝜎𝑝𝑞
𝑎𝑖𝑟−𝑠𝑛𝑜𝑤 represents the backscatter at the interface between the air and the 

snow, 𝜎𝑝𝑞
𝑠𝑛𝑜𝑤𝑣𝑜𝑙 represents the volume scattering that occurs within the snowpack, 

𝜎𝑝𝑞
𝑠𝑛𝑜𝑤𝑣𝑜𝑙−𝑠𝑢𝑟𝑓𝑎𝑐𝑒

 represents the interface between the snow volume and the ground, 

and finally 𝜎𝑝𝑞
𝑠𝑢𝑟𝑓𝑎𝑐𝑒

 is the backscatter from the ground after being transmitted through 

the snowpack, as seen in Figure 2 (Lievens et al., 2019; Rott et al., 2010). 

 

Figure 2. The main components of a transmitted radar wave interaction between the air-

snow boundary, the snow volume, the snow volume-surface boundary, and the ground 

(Rott et al., 2010). 

According to Lievens (2019), co-polarized 𝜎𝑣𝑣
0  is shown to have limited sensitivity to 

dry snow at the C-band. In contrast, the 𝜎𝑣𝑣
0  is sensitive when observing wet snow, and 

can detect the onset of the snowmelt period in spring (Nagler et al., 2016). Lievens 

(2019) also shows that as dry snow accumulates during the winter, the cross-polarized 

𝜎𝑣ℎ
0  increases gradually, suggesting that as the depth of the snowpack increases, the 

radar signal has more opportunities to scatter. The ratio 𝜎𝑣ℎ
0 /𝜎𝑣𝑣

0  shows an increased 

correlation with snow depth compared to 𝜎𝑣ℎ
0 , possibly due to it reducing the effects of 

surface and snow conditions as well as vegetation on the impact of co- and cross-

polarization. 
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1.3 Random Forest  

In this study, the potential of the Random Forest regression algorithm to model snow 

depth in Vindelfjällen is investigated using SAR, terrain, and weather data. 

Random Forest regression is a Random Forest (RF) algorithm, which is a powerful and 

flexible machine learning algorithm based on the Decision Tree approach that can be 

used for both classification and regression tasks. The Random Forest regression 

algorithm is well suited for application in remote sensing and is effective at handling 

outliers and noise in data. It can also capture non-linear relationships between features 

and the target and can deal with highly correlated features (Kühnlein et al., 2014). 

Additionally, it offers the ability to ascertain the importance of every input feature and 

can address the problem of overfitting that affects the Decision Tree algorithm 

(Random Forest Algorithm in Machine Learning, 2024). 

1.3.1 Decision Tree 

Decision Tree is a supervised learning algorithm that builds trees or flowchart-like 

structures. The algorithm starts at the root node of a tree (Figure 3). A decision node 

extends from the root node where the best feature is selected. The decision nodes are 

split recursively, aiming to increase the model's efficiency based on metrics such as 

information gain or Gini impurity. For decision tree regression, the algorithm evaluates 

all the input features and their values and attempts to minimize the mean squared error 

(MSE) to determine the optimal split. This process is repeated for each newly created 

node until a stopping criterion is met, such as the maximum depth of the tree. At the 

end of the tree are terminal nodes representing the algorithm's numerical or class 

outcome (Decision Tree, 2017).  

 

Figure 3. A decision tree flow chart starts at a root node and splits into decision nodes 

where a feature is tested ending at the terminal node where a class label is assigned or a 

value for regression is assigned (Decision Tree, 2017). 

1.3.2 Random Forest Regression 

A problem with Decision Trees is that they tend to overfit, which the Random Forest 

(RF) algorithm solves. The RF algorithm is an ensemble learning model. Ensemble 

models work by grouping many algorithms that might not perform well individually 

and averaging their results; in the case of RF, these algorithms are decision trees. This 

process reduces the effects of noise in the data, lowers the risk of overfitting, and helps 

to ensure better predictions (Mueller & Massaron, 2021).  
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The RF algorithm uses bagging (bootstrap aggregating) to generate multiple 

subsamples of the dataset, which are randomly selected with replacement. This means 

instances from the original dataset can appear multiple times or not at all in the subset. 

Each bagging sample is then used to grow a multitude of decision trees, from dozens to 

thousands of trees, thus "growing a forest of trees." The average of the individual trees 

is computed for the Random Forest regression algorithm to perform a prediction 

(Random Forest Algorithm in Machine Learning, 2024).  

 

 

Figure 4. The Random Forest algorithm works by building and generating decision trees 

from a random subset of the data and averaging the results (The Ultimate Guide to 

Random Forest Regression, 2020).  

1.4 Thesis scope 

This thesis aims to investigate the ability of Sentinel-1 SAR to measure snow depth in 

the Swedish mountains and to answer the following questions: 

- Can snow depth be estimated using SAR? 

- Are there variables that can be used to improve the accuracy of the RF models? 

- Can medium-resolution ERA5-Land data be used with point measurements? 

The approach to answer these questions is as follows: 

- Utilize a study of snow depth measurements from a field study in the 

Vindelfjällen region. 

- Test various combinations of different resolutions, climatic and terrain 

variables to determine their importance in predicting snow depth along with 

SAR.  

- Develop a Random Forest model to assess the viability of measuring snow 

depth with SAR. 
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2 Data & methods 

2.1 Study area 

The study area is in the Vindelfjällen Nature Reserve in northern Västerbotten county, 

Sweden (66°00'N, 16°00'E), and borders Norway to the west. Vindelfjällen Nature 

Reserve is Sweden’s largest nature reserve with a total size of 5,650 km². It is a 

mountainous area characterized by deep valleys and high peaks. The region is rich in 

biodiversity, with birch-forested valleys and mountain coniferous forests. Above the 

forest line, at around 700 meters elevation mountain heath takes over (Vindelfjällen, 

2021). It is also rich in wildlife and is an important habitat for the Arctic fox, which is 

at the center of Project Arctic Fox, which was established to monitor the Arctic fox 

population (Stoessel et al., 2019).  

 
Figure 5. A map of the study area in the Vindelfjällen Nature Reserve in North Sweden. It 

displays the location of measurements performed during the field study. 

The study area covers approximately 3,000 km² (70 km x 40 km) in size, ranging in 

elevation from 450 meters to 1,600 meters, with an average elevation of 850 meters. 

The area’s snowy season lasts from September to June.  

The in situ snow depth field data was collected as part of Project Arctic Fox. The snow 

depth surveys were conducted from 2017 to 2023 between February and May of each 

year. The setup of the survey involved creating 24 isosceles triangles with a side length 

of 4 km (Figure 5) (Angerbjörn et al., 2023). 

The corners of each triangle were assigned the letters A, B, and C. Snow depth at each 

triangle was measured once per year during the study period. During surveying, one or 

more triangles were surveyed in a single day, and measuring all three corners of a 

triangle took about 60-90 minutes. The surveys were performed using a snowmobile 

when weather conditions were good, with no fresh snowfall and a measuring stick was 

used to measure the snow depth. The location of the point AC-28C was on top of a 

lake, and was discarded for use in this study, as the lake-ice could provide unreliable 
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results. The elevation of the measurements ranges from 700 – 1,200 meters and an 

average elevation of 900 meters. The coordinates of each triangle corner were provided 

in Sweden’s SWEREF 99 coordinate system (Lantmäteriet, n.d.). 

 

Figure 6. The number of snow depth measurements performed per year as part of Project 

Arctic Fox in Vindelfjällen. 

The dataset used for this study consists of a total of 499 individual snow depth 

measurements. Snow depth was measured in the field during seven consecutive snow 

seasons in the study area. Measurements were performed on a total of 69 days, and 

between 1 to 6 triangles were visited each day resulting in 3 to 18 measurements, with 

an average of 7 per measurement day. The measured snow depth was on average 100 

cm deep, ranging from 0 to 250 cm with a standard deviation of 51 cm (see Figure 7). 

Figure 6 shows the number of measurements performed per year as part of the field 

study. 

 

Figure 7. Histogram showing the distribution of the snow depth measurements conducted 

in Vindelfjällen from 2017 to 2023. 
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2.2 Processing Sentinel-1 data 

Backscatter data was gathered from Sentinel-1 images acquired over the study area. It 

was important to acquire Sentinel-1 scenes as close in time as possible to the snow 

depth measurements. Sentinel-1 has a revisit time of 6 days (12 days after Sentinel-1B 

went offline), and each image captured is around 250 km wide. This means some 

granules only cover a fraction of the study area. Additional granules were included by 

using ERA5-Land data to verify that weather conditions were suitable the day before 

or after a measurement had been performed. This process is described in the section 

2.4.1. The collection of granules used for the study includes both the ascending and 

descending tracks.  

To identify which granules fit within the study area and the correct date, the Python 

API, asf_search from the Alaska Satellite Facility (ASF, 2024) was used. Via the API, 

a list was created of all granules that partly or entirely cover the study area as well as 

fit within the timeframe of the field study. A Python function was created whose input 

is the granule footprints provided by the API and the coordinates and dates of each 

measurement of the field study. The function outputs the granules that have at least one 

measurement within their footprint and whose acquisition date matches the date of 

measurement.  

To achieve various goals of the mission, Sentinel-1 delivers its products in four 

acquisition modes; Interferometric Wide Swath (IW), which is the mode used for this 

study, and Strip-Map, Extra Wide Swath, and Wave mode are used for specialized 

applications (SentiWiki, 2024). SAR data is delivered at different processing levels: 

Single-Look Complex (SLC) and Ground-Range Detected (GRD). GRD products are 

focused SAR data that is detected, multi-looked, and projected to ground range using 

the Earth ellipsoid model. SLC products are less processed and are provided in slant-

range geometry. Due to the side-looking nature of radar systems, the surface of the 

image is stretched in the view direction of the sensor (Pettorelli et al., 2018; SentiWiki, 

2024). SLC products contain the full resolution of the SAR instrument but also have 

the highest amount of speckle(Jones & Vaughan, 2010). 

Table 2. A product description for the Level-1 Interferometric Wide SLC and GRD 

products (SentiWiki, 2024). 

Mode Polarizatio

n 

Resolution 

Rng x Azi [m] 

Pixel Spacing 

Rng x Azi [m] 

Incidence 

angle [°] 

N Looks 

Rng x Azi 

IW 

GRD 

VH + VV 20x22 10x10 32.9 - 

43.1 

5x1 

IW 

SLC 

VH + VV 2.7-3.5x22.5-

22.6 

2.3x14.1 32.9 - 

43.1 

1x1 

 
An inherent problem of all radar images is a seemingly random pattern of darker and 

brighter pixels called speckle (Lillesand et al., 2015). Speckle is caused by the 

constructive and destructive interference from thousands of individual scattering events 

as the radar waves interact with the surface, resulting in a distinctly grainy, “speckled”, 

appearance of the radar image (NISAR, 2018; Woodhouse, 2017). However, it is not 

true noise and is completely repeatable given identical imaging conditions. It is 

possible to reduce the effects of speckle but not completely remove it (Lillesand et al., 

2015). 



10 

 

2.3 PyroSAR 

The Sentinel-1 data requires a great deal of processing to bring it to an analysis-ready 

format. For this study, the Python package pyroSAR was used for the processing of the 

granules. The pyroSAR framework offers a convenient wrapper for the ESA’s SNAP 

(Sentinel Application Platform) program (SNAP, 2024). PyroSAR organizes and 

processes the SAR data using the function geocode which generates a workflow in an 

XML file and passes it to SNAP, which operates in the background and performs the 

processing of the SAR granule. The granules are output as GeoTIFF rasters. 

This study uses the Sentinel-1 SLC product as the input to pyroSAR. SLC products are 

not multi-looked which enables them to be multi-looked by pyroSAR. To test the 

effects of different levels of speckle reduction via multi-looking, the Sentinel-1 

granules were processed to a resolution of 100 meters (7 azimuth and 27 range looks), 

500 meters (36 azimuth and 135 range looks), and 1000 meters (72 azimuth and 271 

range looks). The parameters used for the geocode function are listed in Table 3. 

Several features of the function and SAR image processing are detailed in the section 

below. 

For the processing, a virtual computer with 16 cores and 32 GB of RAM was provided 

by RISE (Research Institutes of Sweden) was used. All the SLC files were downloaded 

to the virtual computer using the ASF API. The total size of all the files was 400 GB 

with an average file size of an SLC granule of approximately 4.5 GB. The output 

products of the pyroSAR processing of a single granule were 4 rasters: VV and VH 

polarized bands, a local incidence angle map, and a map of geometric distortions 

(layover and radar shadow). 

Table 3. The parameters used for the processing of Sentinel-1 granules using pyroSAR’s 

geocode function. 

PyroSAR geocode settings Parameters 

Reference system SWEREF 3006 

Pixel spacing 100 m, 500 m, 1000 m 

Scaling Linear 

Polarizations VV and VH 

Remove S1 thermal noise True 

DEM name 
Copernicus 30m Global 

DEM 

Terrain flattening True 

Export extra layers 
Local Incidence Angle, 

Layover Shadow Mask 

Align to standard grid True 

Clean raster edges True 

Speckle filter Refined Lee 

File type GeoTIFF 

Range looks 27, 135, 271 

Azimuth looks 7, 36, 72 
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2.3.1 Radiometric and geometric corrections 

Radiometric calibration is performed on the SAR image so that the radar backscatter of 

the scene will directly relate to the values of each pixel cell and make it possible to 

compare images acquired at different times and different viewing angles. It also 

accounts for changes in the strength of the backscatter signal as the distance to the 

ground and the viewing angle change as the satellite images the ground (Jones & 

Vaughan, 2010; Canada, 2008; SentiWiki, 2024). 

Figure 8. The main types of geometric distortions that can affect SAR images (Flores et 

al., 2019). 

Sentinel-1’s side-looking observation geometry, as well as the local topography, can 

introduce geometric distortions to the SAR image (Flores et al., 2019). Foreshortening 

(see Figure 8(a)) occurs when the slope of the scene facing toward the instrument 

sensor appears shorter than when the slope is tilted away. Layover, as shown in Figure 

8(b) occurs when the tops of mountains or buildings appear to be closer than their base. 

Radar shadow (see Figure 8(c) is caused when an area of the imaged scene is blocked 

by an object such as a mountain, preventing any signal from returning to the instrument 

(Flores et al., 2019; Pettorelli et al., 2018). While the effects of foreshortening can be 

corrected during the processing step, layover and shadow indicate a loss of information 

(Iodice & Riccio, 2015). The pixels affected by layover and shadow are indicated on 

the Layover Shadow Mask raster. 

The effects of topography on the SAR image are corrected by using a DEM (Flores et 

al., 2019). The image is also converted from its native slant range projection to a 

geographic projection (as seen in the bottom image in Figure 9), which for this study is 

SWEREF 99 (EPSG 3006). This involves rescaling, realigning, and rotating the image 

to match the desired projection (Woodhouse, 2017).  

2.3.2 Multi-looking and speckle 

To reduce speckle, multi-looking is performed by splitting the synthetic aperture into 

several independent images (looks) of the same area. These looks are then averaged to 

produce a smoother and less speckled image. The number of looks represents the 

number of independent images being averaged. The spatial resolution of the multi-

looked image is reduced proportionally with the increasing number of looks, and the 

speckle is reduced with more looks. Multi-looking converts the SLC image from a 

slant range into square pixels (Pettorelli et al., 2018; Lillesand et al., 2015). Multi-

looking differs from spatial averaging because each look is an independent 

measurement of the same resolution cell and is not affected by neighboring cells 

(Woodhouse, 2017). 
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Figure 9. An illustration of the general steps of converting the geometry of a radar 

image. The top image is the SAR image in its native slant range geometry (SLC). Multi-

looking converts the image to ground imagery with equally sized pixels, where each pixel 

corresponds to an equally sized area on the ground and reduces speckle. The 

georeferenced image is represented in a standard cartographic projection and can be 

integrated with a GIS (Pettorelli et al., 2018). 

Speckle influences the quality and interpretability of the final product. To further 

reduce the effect of speckle after multi-looking, a filter is applied. Various filters exist 

for this purpose. For this study, the Refined Lee filter was selected, which works by 

averaging the image while preserving edges (Yommy et al., 2015). Its advantage is that 

it has no parameters to define. The speckle filtering was performed by pyroSAR during 

the geocoding step. 

2.3.3 Pixel sampling 

When sampling the pixel values of the processed rasters, the coordinates of the field 

measurements are unlikely to be located directly at the center of a pixel. To reduce the 

effect this has on sampling the pixel values, bilinear interpolation is applied when 

extracting the values. Bilinear interpolation calculates a value based on the weighted 

distance to the nearest four-pixel centers of the coordinates (Cansler & McKenzie, 

2012).  

The Sentinel-1 granules used for the study are both ascending and descending and 

along different tracks. This can lead to the pixels of rasters from different tracks being 

misaligned (Figure 10 a). This is corrected by using the "align to standard grid" option 

when processing the granules with pyroSAR. The process uses the COP 30m DEM, 

which is also used in other steps of the pyroSAR processing workflow, to set an anchor 

point, and the pixel grid for each granule is aligned to it and resampled accordingly. 

Thus, every granule raster processed for this study will have its pixels aligned, as seen 

in (Figure 10 b). 
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Figure 10. Two granules acquired on different dates overlap. Image A shows the 

unaligned pixels of each granule. Image B shows the same granules processed with the 

"align to standard grid" option in pyroSAR. 

2.4 Ancillary data 

2.4.1 ERA5-Land 

ERA5-Land is a global climate reanalysis dataset provided by the European Centre for 

Medium-Range Weather Forecasts (ECMWF) as part of the Copernicus Climate 

Change Service (C3S). Reanalysis is the combination of weather observations and 

short-term forecasts from around the world and modern climate models. ERA5-Land 

models the global land surface, ocean waves, and atmosphere in hourly intervals with a 

native resolution of 0.1° x 0.1° or approximately 9 x 9 km at the equator (11 x 4.5 km 

at 66°N). It is available from 1950 onwards. It provides estimations on numerous 

climate variables such as temperature, precipitation, and snow variables used for this 

study (Muñoz-Sabater et al., 2021) 

For this study, five ERA5-Land variables were acquired from the Copernicus Climate 

Data Store (CDS) in NetCDF format (Table 4). Three were used as input for the RF 

modeling (SKT, RSN, and SD), TP and SKT were used for acquiring more granules 

(section 2.4.3) and SDE was used for evaluating the results of modeling. The data was 

acquired in hourly intervals from January to May for the years 2017-2023 for the study 

area. ERA5-Land has been used in previous studies as input to a machine learning 

model along with satellite data (Kaissi et al., 2024; Sebbar et al., 2023). 
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Table 4. The ERA5-Land variables that were used in this study. The real snow depth 

(RSD) was calculated from SD and RSN. 

 
The weather data was used to expand the number of Sentinel-1 granules available to 

correlate backscatter with snow depth. In addition to the measurements performed in 

the field and the Sentinel-1 backscatter data, ERA5-Land climate data was used to 

provide additional to model snow depth.  

2.4.2 Digital elevation model 

A digital elevation model (DEM) was used to compute topographic features as input to 

the machine learning model. A 50 m DEM was downloaded from Lantmäteriet and 

resampled to 100 m (Lantmäteriet, 2024). Elevation, slope, and aspect were calculated 

from the DEM. As suggested by Daudt et al. (2023), the terrain ruggedness index 

(TRI) and topographic position index (TPI) were also calculated for each measurement 

location using the GDAL tool within QGIS. TPI is calculated by subtracting the 

average value of neighboring cells from the value of the central pixel, and TRI is 

calculated the as average difference between the central pixel and its surrounding cells 

(QGIS, 2024). The value for each of the topographic features was extracted at the 

geographical location of each measurement point, as shown on the study area map in 

Figure 5.  

Variable Name Unit Description Usage 

TP Total 

precipitation 

m Accumulated rain and snow. More 

granules 

SKT Skin 

temperature 

K Temperature of air at the 

surface. 

Model & 

more granules 

RSN Snow density Kg / m3 Mass of snow per cubic 

meter. 

Model 

SDE Snow depth m The average snow thickness 

on the ground. 

Model 

SD Snow depth 

water eq. 

m water 

eq. 

Snow depth water 

equivalent. The depth the 

water would have if all snow 

melted. 

Model 

evaluation 
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Figure 11. DEM and the terrain features extracted from it for the study area in 

Vindelfjällen (b-e) and an elevation map (a). For reference, the locations of snow depth 

measurements are included. 

2.4.3 Expanding the availability of granules 

Given the independent nature of acquisition for the snow depth and backscatter 

datasets used in this study, the possibility of a field measurement and a Sentinel-1 

image having a matching day is not guaranteed. Out of the 497 individual snow depth 

measurements, 325 have a corresponding backscatter value for the same day, before 

any additional filtering has been applied to the dataset. To expand the dataset to 

include measurements that did not have backscatter values, the condition of having a 

measurement and an image from the same date was adjusted to include +/- 1 day. This 

adjustment assumes that the conditions between snow measurement and image 

acquisition remain stable (no precipitation and temperatures remained below freezing) 

for 24 hours or longer. 

However, conditions during the winter in the Vindelfjällen region are unpredictable, 

and thus additional data is required to verify the weather conditions. To gain insight 

into past weather conditions, temperature and total precipitation variables were utilized 

from the ERA5-Land dataset (see Table 4).  

A Python script was designed to identify the Sentinel-1 granules that are available 

either one day before or after a field measurement was performed by using ERA5-Land 

weather variables. The temperature variable (SKT) was converted from Kelvin to 

Celsius, and total precipitation (TP) from meters to millimeters. The precipitation and 
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temperature were resampled from hourly to daily values, and the mean value for the 

study area was calculated for each. The next step was to create a list of days with 

suitable weather conditions by filtering out the days that did not meet the condition of 

having an average SKT of less than -1 °C and TP of less than 0.5 mm. After that, each 

measurement date had one day added to it and subtracted, and it was checked whether 

it matched a date with suitable weather from the previous step. If a match was found, a 

search for a Sentinel-1 granule was performed via the ASF API and processed with 

pyroSAR. This process yielded a total of 31 new granules. 

2.5 Data preparation 

The granules were processed at three different resolutions: 100, 500, and 1000 meters, 

resulting in three datasets. After processing, the values from the VV and VH bands, the 

incidence angle, and the shadow mask were extracted using the bilinear interpolation 

method of the function extract from the R Terra package (Hijmans, 2022). The datasets 

were then exported to Python.  

Data points belonging to the measurement location AC-28C were removed due to it 

being located on a frozen lake. One data point was removed due to not having any 

associated time of measurement. Another 16 data points were removed where snow 

depth exceeded the measurement instrument's capacity, leading to uncertain values. 

Most snow depth values were given in 10-cm increments, and any exceptions were 

rounded to the nearest 10 cm. 

The ratio of VH and VV was calculated as suggested by (2019). The values of DEM 

products and ERA5-Land products were extracted at coordinates of snow depth 

measurements, and on the same date as a snow depth measurement in the case of 

ERA5. The SAR datasets were then merged with the DEM and ERA5-Land datasets. 

The time between performing the field measurement and the granule acquisition was 

calculated. Any points where the value of the shadow mask was not equal to zero were 

removed, as they had been affected by layover or radar shadow. 

2.6 Selection of predictor variables 

The Random Forest regression requires a set of features to model the target variable, 

which in this case is the snow depth. To train the RF model, the selection of variables 

is an important process that must reflect the needs and expectations of the study 

objective. The main features used as input into the model are the backscatter values 

acquired from the Sentinel-1 granules; the cross-polarized (VH) and co-polarized (VV) 

measurements, as well as their ratio (VH/VV), are core variables. Additional data 

acquired from the processing of the granules includes the incidence angle of the 

measurement, defined as the angle between the incident radar wave and the vertical 

direction of the local WGS84 ellipsoid (Figure 12) (Rizzoli & Bräutigam, 2014). An 

additional feature is the time between a snow depth measurement and the acquisition 

time of a Sentinel-1 image. The training data for the target variable is the snow depth 

measurements obtained from Vindelfjällen. 
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Figure 12. The geometry of the incident radar wave and the slope of the surface, 

illustrate how it relates to the local incidence angle (Rizzoli & Bräutigam, 2014). 

The effect of local topography is explored using a DEM from Lantmäteriet of the study 

area. Five topographic features were selected: elevation, aspect, slope, TPI, and TRI. 

Climate variables are from ERA5-Land. The resolution of the terrain features is 1000 

meters. The effects of temperature are explored using the SKT variable, which models 

the temperature at the surface. To investigate if the density of the snowpack has an 

effect, the snow density variable (RSN) is added to the model. The features used as 

input for the modeling are listed in Table 5.  

Table 5. The features used as input variables for the modeling of snow depth are divided 

into three groups: SAR data acquired from Sentinel-1 images, terrain data obtained from 

a DEM, and climate data from ERA5-Land. Each model group is further divided into SAR 

resolution groups of 100-, 500-, and 1000-meter resolution. 
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2.7 Model description and evaluation 

The modeling in this study was performed using the Scikit module 

RandomForestRegressor in Python (Pedregosa et al., 2011). Three datasets of different 

SAR resolutions, 100, 500, and 1000 meters, and 3 sets of features, SAR, terrain, and 

ERA5-Land were used to develop 9 models of snow depth Each model was prepared 

by dividing the dataset into predictor features and the target variable, the in situ snow 

depth measurements. The features were divided into three groups: one with only SAR 

features, second with SAR and terrain features, and third with SAR, terrain, and ERA5 

features. 

The development and validation of the model were performed in four steps: 

1. Split: Each dataset is randomly split into training data (75%), which is used to 

train and validate the RF model. The remaining 25% is kept as test data and 

used for the evaluation test of the model. 

2. Tuning: The optimal hyperparameters for the training set were assessed for 

each RF model by using the Scikit function GridSearchCV. It tests every 

combination of a set of values of hyperparameters, using a 5-fold (k-fold) 

cross-validation while minimizing the mean squared error. 

3. Training and Model Evaluation: An RF model is trained using the optimal 

hyperparameters computed in the tuning step. The training uses 10-fold cross-

validation 

4. Final Validation: The final validation is performed by applying the test data to 

the best model. 

2.7.1 Split  

Ideally, the model should be tested on fresh data, but that is not practical as the in situ 

snow depth measurements are limited. A solution to this issue is to divide the data 

randomly into training, validation, and test sets. The training and validation sets are 

used for tuning and training the model, and the test set is used for the final evaluation 

of the model’s performance. A problem with small datasets, such as in this study, is 

that bias can be introduced due to the small size of the data used for testing. 

Additionally, useful data points might be divided unequally between the split datasets 

(Mueller & Massaron, 2021).  
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Figure 13. An illustration of 5-fold cross-validation, showing how each fold is used 

sequentially for validation while the remaining folds are used for training the model 

(Mueller & Massaron, 2021). 

A way to address this problem is by using cross-validation. For this study, k-fold cross-

validation was adopted (Figure 13). By using this approach, a separate validation set is 

not needed (a test set is still used for final evaluation). Instead, the k-fold method 

randomly divides the data into a k number of folds of equal size. The model is then 

trained by using a k-1 fold and using the remaining fold (k) as validation. This process 

is performed k times so that each fold is used for validation once. The evaluations are 

averaged, and the results are used to assess the final performance of a model (Mueller 

& Massaron, 2021). The data was split into 75% training data and 25% test data. 

Table 6. A summary of the datasets at various SAR resolutions used for the different 

model groups. 

Model group Dataset N samples N features N training N test 

SAR, terrain, ERA5 100 m 475 6, 11, 14 356 119 

SAR, terrain, ERA5 500 m 477 6, 11, 14 357 120 

SAR, terrain, ERA5 1000 m 485 6, 11, 14 363 122 

 

2.7.2 Tuning 

Three parameters are adjusted for the development of the models. A double cross-

validation approach was conducted, where a cross-validation procedure for each model 

was performed to evaluate the best-performing model. Nested within that procedure is 

a hyperparameter optimization function, GridSearchCV, which iterates through a list of 

hyperparameter values and applies 5-fold cross-validation to minimize the mean 

RMSE. This procedure can have a high computational cost, as two 5-fold cross-

validations and 60 combinations of hyperparameters equal 1,500 models being 

evaluated.  

- n_estimators:  the total number of decision trees in the forest. 

- max_features:  the total number of features used to find the most optimal split. 

- max_depth: the maximum depth of the trees. 

The optimal hyperparameters determined by the tuning step: 

- n_estimators = 100 

- max_features = 8 

- max_depth = 0.3 

2.7.3 Training and Model Evaluation 

The Random Forest regression algorithm is run using the optimal hyperparameters 

determined in the previous step. A 10-fold cross-validation procedure is applied to the 

training dataset. This procedure is repeated 10 times with different randomly split 

training datasets. The MAE, RMSE, and R² are recorded for each run and then 

averaged. 
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2.7.4 Final validation 

The performance and predictive capability of the models are evaluated using several 

error metrics that allow the models to be compared with each other or existing models. 

In this step, the best-performing model has been re-trained on the whole training 

dataset, and the model is applied to the test dataset to evaluate its performance. The 

following error metrics were used where 𝑦 is the measured value, 𝑦̂ is the predicted 

value and 𝑁 is the number of samples.  

Mean absolute error (MAE): 

- MAE =
1

𝑁
∑ |𝑦𝑖 − 𝑦𝑖̂|

𝑁
𝑖=1  

Root mean squared error (RMSE): 

- RMSE = √
1

𝑁
∑ (𝑦𝑖 − 𝑦𝑖̂)

2𝑁
𝑖=1  

The coefficient of determination, 𝑅2 was also used to account for the variance between 

the predicted and measured values. 

2.7.5 Learning curve 

It is challenging to evaluate whether a machine learning algorithm can generalize to the 

problem it is applied to. In the results chapter, the RF models were assessed based on 

their performance during the training and evaluation steps, and on how well they 

perform on unseen data. Additionally, the comparison of their snow depth predictions 

to the snow depth product of ERA5-Land was evaluated. Another way to visualize the 

RF models is with a learning curve plot, which shows the performance of the ML 

algorithm concerning the quantity of data used to train the algorithm. The process of 

generating a learning curve involves the following steps: 

 

1. Cross-validation: The data is divided into training and test sets using cross-

validation (see section 2.7.1). 

2. Incremental Training: The proportion of the data used for training 

incrementally increased in steps of 10%. 

3. Model Training and Evaluation: At each increment, the model is trained on the 

current subset of the training data. The performance of the model is then recorded 

for both the training set and the test set. 

4. Performance Recording: The performance metric RMSE is plotted for each 

subset of the data. This results in two curves: one for the training set and one for the 

test set. 

 

Learning curves can aid in assessing the fit of a model, determining if it is overfitting 

or underfitting, and evaluating if the dataset size is sufficient for the model to 

successfully learn from the data (Mueller & Massaron, 2021). In Figure 14, the 

learning curve used for assessing model performance is shown. It was generated using 

the training dataset from the ERA5-Land with 1000 meters SAR resolution dataset 

(from section 2.7.1 on split). A 10-fold cross-validation was applied, using a Random 

Forest regression with the hyperparameters from the section 2.7.2. The proportion of 

data used for training was increased in increments of 10%, until reaching 100%. The 

performance of the training set and test set is visualized by the training curve and 

testing curve respectively. 

- Training curve: Plots how the training score changes with the number of 

training samples. This curve indicates how well the model is learning. 
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- Testing curve: Plots how the test score changes with the number of training 

samples. 

On the Y-axis is an evaluation metric, in this case RMSE, and the X-axis represents the 

number of training samples, spanning the entire range of the dataset being evaluated. 

The results of the learning curve are discussed in the Discussion section. 

 

 

Figure 14. A learning curve is created using a 1000-meter resolution dataset that shows 

the performance of the training and test sets of the RF model as the number of training 

samples is increased. 
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3 Results  

The results of this study are divided into results from the Sentinel-1 processing and the 

Random Forest regression modeling.  

3.1 Sentinel-1 processing 

In total, 88 SLC granules were processed using pyroSAR. Of these, 57 granules were 

from the same date as a snow depth measurement was performed, and another 31 

granules were added that differed by one day from a snow depth measurement (as 

described in section 2.4.3). The granules were processed in three different resolutions 

and multi-looks (see table from methods). Therefore, a total of 264 scenes were 

produced, resulting in a total of 1056 rasters (see methods chapter). After all the data 

from the rasters, DEM, and ERA5 had been processed, around 470 backscatter and 

snow depth pairs were obtained (see Table 5 for more details; different resolutions vary 

in the number of points obtained). 

Due to the addition of granules acquired a day before or after snow depth was 

measured, some snow depth measurements are represented by one-to-many backscatter 

values. In some cases, two granules were captured on the same day for a single 

measurement point, one from the descending orbit captured in the early morning, and 

the ascending orbit captured in the afternoon. The result is that some measurement 

values are represented by 2-3 backscatter values. 

 

Figure 15. The VV and VH backscatter values from the processed Sentinel-1 granules are 

plotted with the corresponding in situ snow depth values. The 1000-meter SAR resolution 

dataset is used. 

The results of the Sentinel-1 backscatter values are presented in Figure 15. Figure 16 

shows the VH and VV polarization modes plotted against the snow depth 

measurements performed in Vindelfjällen. 
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Figure 16. The VH and VV backscatter values are plotted together with a color scale 

indicating the snow depth. The 1000-meter SAR resolution dataset is used. 

The ratio between VH and VV is shown in Figure 16. It indicates that the ratio between 

the polarization does not show a clear correlation with the measured snow depth. The 

correlation between these variables and snow depth can be further explored in Figure 

17, which presents a correlation heatmap between all the variables used in this study 

and the in situ snow depth measurements. It highlights the low correlation between the 

backscatter values and snow depth, with coefficients of 0.044 and 0.053 for VH and 

VV, respectively, and -0.033 for the VH/VV ratio. 
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Figure 17. A heatmap displaying the correlation between the variables used for this 

study. The variables from SAR processing, DEM-derived terrain features, and variables 

from the ERA5-Land dataset. Snow depth refers to the in situ measurements performed 

in Vindelfjällen. The 1000-meter SAR resolution dataset is used. 

Figure 18 and Figure 19 show fully processed granules by the geocode pyroSAR 

function. Each SLC granule was processed into four images: VH, VV, incidence angle, 

and geometric distortion map. In these figures, the difference between the descending 

and the ascending orbit is visualized with images from two granules acquired two days 

apart in March 2017. 

The greatest difference is observed in the center of the imaged area, where the effects 

of the different viewing angles are pronounced. Figure 19 shows a map of the 

incidence angle (explained in Figure 12), and the differences between the orbit 

directions are noticeable. As the incidence angle is an important factor in SAR 

analysis, it is included in the modeling to account for the discrepancy between the 

ascending and descending orbits. The most extreme distortions are caused by layover 

and radar shadow. During the processing of the images, the geometric correction step 

can identify the regions affected and mark them on a map (white spots in Figure 19). 

The measurements that lie within these regions are discarded, and thus the effects of 

the different orbit directions can be lessened.  
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Figure 18. Sentinel-1 images were obtained during ascending and descending orbits in 

VH and VV polarizations. They were processed with pyroSAR at a 100-meter resolution. 

The study area is highlighted with red dashed lines. The images display the differences 

between the ascending and descending orbits. 

 

Figure 19. The incidence angle and geometric distortion mask produced during the 

processing of the SAR images with pyroSAR. The white areas of the layover and shadow 

mask indicate regions of high geometric distortion, and any measurement values that lie 

within these areas were discarded. 
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3.2 Random Forest Regression 

3.2.1 Model performances 

The overall performance of the models was evaluated in two steps. The setup is 

outlined in section 2.7 for the 9 models. 

1. The first step is the performance evaluation of the models using cross-

validation with different splits of the data (section 2.7.3). This evaluation is 

only performed on the training dataset (75% of the total dataset, which cross-

validation further splits into training and evaluation sets) to assess its 

robustness. 

The performance is summarized in Table 7, where the mean absolute error (MAE), 

root mean square error (RMSE), and the coefficient of determination (𝑅2) are reported 

from running each model 100 times (10-fold cross-validation and 10 different splits). 

Every model uses the hyperparameters determined in the tuning section (2.7.2). 

2. The second step is the evaluation of the best-performing model from the 

previous step. It is then trained using the whole training dataset. Next, the 

remaining 25% of the dataset, which had not been used during training and had 

not been seen by the model previously, is used to predict snow depth. The 

performance of the model to make predictions is evaluated based on the ability 

to predict snow depth versus the true values from the test set. Table 8 shows 

the summarized results of the models’ performances, using MAE, RMSE, and 

R2 as in step 1. 

In step 1 and Table 7, it is outlined how well the model can be trained with the data 

used in this study. By averaging multiple splits and cross-validations, each data point 

will likely have been used to train and evaluate the model, and the highs and lows of 

the model will be smoothed out. Therefore, this represents the ability of all the 

different data points from SAR, terrain, and ERA5, along with the measurements from 

Vindelfjällen to train the RF regression algorithm to predict snow depth. In step 2 and 

Table 8, the best-case scenario is explored for each model group and resolution where 

the best model from step 1 is selected, and unseen data (test set) is applied to it. 

Table 7. Mean error metrics for the models from the training and evaluation steps. The 

hyperparameters were n_estimators = 100, max_features = 8, and max_depth = 0.3. 

The training procedure was run 10 times, and the error metrics were averaged. Process 

described in section 2.7.3. 

Models MAE (cm) RMSE (cm) R2 

100SAR 37.95 48.51 -0.01 

500SAR 38.97 49.21 -0.04 

1000SAR 38.78 48.92 -0.04 

100terrain 34.43 44.23 0.16 

500terrain 34.35 44.31 0.15 

1000terrain 33.66 43.46 0.17 

100era5_land 31.72 41.3 0.26 

500era5_land 31.35 41.27 0.26 

1000era5_land 31.12 40.81 0.27 
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Table 8. Error metrics for the final evaluation, where the best-performing model is 

applied to the test dataset and its performance metrics recorded. Process described in 

section 2.7.4. 

Models MAE (cm) RMSE (cm) R2 

100SAR 36.31 45.27 0.05 

500SAR 35.82 45.67 0.04 

1000SAR 37.46 47.14 0.03 

100terrain 30.91 41.00 0.22 

500terrain 31.57 40.08 0.26 

1000terrain 31.55 40.03 0.30 

100era5_land 27.75 36.45 0.40 

500era5_land 29.04 37.60 0.35 

1000era5_land 28.46 37.18 0.40 

 

To visualize the outcomes of the models, the predicted snow depth as a function of 

measured snow depth from the test datasets is plotted in Figure 20. For the three model 

groups and the SAR resolutions of 100, 500, and 1000 meters, there is a clear trend 

among the model groups (see also Table 8). SAR has low R2 values and high error 

scores (RMSE between 45-47 cm and R2 0.03 – 0.05). With the addition of terrain 

variables, the RMSE lowers to 40-41 cm, and R2 increases to 0.22 – 0.30. The last 

group with ERA5-Land variables as well as the terrain variables, scored the highest, 

with an RMSE of 36 cm and R2 0.35 – 0.40. 
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Figure 20. Predicted vs. measured snow depth for the model groups: SAR, terrain, and 

ERA5, and the SAR resolutions of 100, 500, and 1000 meters. 

In Figure 21, plots of the residuals versus predicted snow depth are shown. Residuals 

are calculated as,  

𝑟𝑒𝑠𝑖𝑑𝑢𝑎𝑙𝑠 = 𝑦𝑖 −  𝑦𝑖̂                  (2) 

and plotted as a function of 𝑦̂. Residual plots are useful for identifying non-linearity in 

data. An ideal plot is randomly scattered and shows no trends, indicating that the 

model is correctly capturing the non-linear relationships of the data and is not showing 

systematic errors (James et al., 2023). 
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Figure 21. Residuals vs. predicted snow depth for the model groups: SAR, terrain, and 

ERA5, and the SAR resolutions of 100, 500, and 1000 meters. 

3.2.2 Feature importance 

Feature importance score is a way to assess the importance of each feature of a model 

and is inherent to Random Forest algorithms. It measures how much each variable 

reduces the node impurity of a decision tree, weighted by the probability of reaching 

that node. The node probability is calculated by dividing the number of samples that 

reach the node by the total number of samples. A higher value indicates that the feature 

is more important. The values of the scores have been normalized to 1 and are unitless 

(Douna et al., 2021). 

Feature importance was calculated for each of the 9 models. The mean feature 

importance was calculated from the results of the training and model evaluation steps 

and is presented in Figure 22, 23, and 24. The feature importance of the three model 

groups; SAR, terrain, and ERA5, and the respective resolutions are shown. Figure 22 

shows the feature importance of the SAR models. The backscatter variables and 

incidence angle each have a feature importance score of approximately 0.2 and a time 

difference of about 0.15. Notably, orbit direction has a low feature importance score of 

around 0.02. Additionally, there is no significant difference between the different 

resolutions. 
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Figure 22. The feature importance of the 3 SAR models with SAR resolutions of 100, 500, 

and 1000 meters, which only include SAR-related features. 

 

Figure 23. The feature importance of the 3 models, which include SAR features and 

terrain features derived from the DEM, with SAR resolutions of 100, 500, and 1000 

meters. 
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Figure 24. The feature importance of the models, which include SAR, terrain, and 

features from ERA5-Land, with SAR resolutions of 100, 500, and 1000 meters. 

3.3 Comparison to ERA5-Land snow depth (SDE) 

The results of the model’s predictions are compared with the snow depth product from 

ERA5-Land. ERA5-Land serves as a benchmark for comparison of both the field 

measurements and the resulting Random Forest regression modeling of snow depth. 

ERA5-Land’s native resolution is 0.1° x 0.1° (Muñoz-Sabater et al., 2021), which 

equals roughly 4.5 km at the study area’s latitude (~66°). The low resolution means 

that some measurements are sampled from the same ERA5 pixel. The measurements 

are, however, spread over a relatively large area, leading to more pixels being sampled 

(see Figure 5 for the location of measurements). 

The values from ERA5 were extracted based on the location and time of each snow 

depth measurement. For each model, the data was split into training and test datasets, 

and the results of applying the models to the test data are shown in Table 8. In Figure 

25, the outcomes of predicting unseen data for each of the 9 models are compared to 

the ERA5-Land snow depth (SDE) values.  
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Figure 25. The predicted snow depth of the unseen test data for each model is compared 

with the snow depth values from ERA5-Land’s SDE parameter. 
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4 Discussion 

4.1 SAR and snow depth 

In this study, the relationship between SAR backscatter and snow depth is explored by 

examining whether a relationship exists between the backscatter and snow depth, and 

by modeling snow depth using SAR, additional physical parameters, and field 

measurements. 

The sensitivity of a snowpack to C-band microwaves is questioned in the papers by 

Nagler et al. (2016) and Rott et al. (2010), which claim that the C-band is not suitable 

for mapping dry snow. There have been relatively few studies addressing this question. 

Lievens et al. (2019, 2022) use Sentinel-1 at kilometer and sub-kilometer scales with 

weather station data and weather models to find correlations between SAR and snow 

depth. Daudt et al. (2023) use a deep learning algorithm to predict snow depth. 

Different frequency bands, such as the X- and Ku-band, might prove to be more useful 

for measuring snow depth. However, no active satellites operate at those frequencies 

with the resolution and global coverage of Sentinel-1 (Lievens et al., 2019). For the 

study of wet snow, radar has been shown to reliably measure the presence of water in 

the snowpack in mountainous areas (Nagler et al., 2016). 

Many factors complicate the study of snow. A snowpack is a complex medium with a 

range of crystal sizes and shapes. It can be multilayered, dirty, and have varying water 

content. In radar studies of snow, equation 1 shows the multiple factors that influence 

the radar wave as it interacts with snow and its surroundings. By the nature of SAR, 

numerous factors complicate its use in remote sensing studies, including this one. 

Some of the factors of concern discussed here are orbit direction, geometric effects, 

and speckle. 

 

 

Figure 26. An illustration of ascending and descending satellite orbits of Sentinel-1, which 

affects the geometry of the images it acquires (Bateson et al., 2009). 
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4.1.1 Orbit direction and geometric effects 

Side-looking antennas are an inherent property of SAR systems. As the Sentinel-1 

satellite always looks to the right, the orbit direction of the satellite can significantly 

affect the line of sight to the ground, especially in mountainous areas, which 

complicates the use of SAR images acquired from different orbit directions. Figure 26 

illustrates the mechanics of the orbit direction and its impact on SAR imaging. 

In Figures 18 and 19, a noticeable difference can be observed at the roots of the 

mountains, especially in the VV band. However, the results show that the orbit 

direction did not have a significant impact on the modeling outcomes, as indicated by 

the low feature importance of orbit direction seen in Figures 22-24. This could be due 

to geometric correction and terrain flattening applied during the processing step of the 

SAR data, which makes comparisons between images of different acquisition dates 

possible. Additionally, areas that were affected by geometric distortions that could not 

be corrected (layover and radar shadow) were excluded. Therefore, the fully processed 

data used as input for the modeling had most of the negative effects of orbit direction 

negated. 

A DEM is an integral part of processing SAR images. The Copernicus 30m Global 

DEM was used for the SAR processing workflow. From the feature importance plots, it 

can be interpreted that the effects of terrain are still present in the processed data due to 

the significance of the incidence angle feature. It would be interesting to use a lidar 

DEM to investigate if a high-quality local DEM improves the results. 

In this study, the temporal aspect of the relationship between SAR backscatter and 

snow depth is not considered. During the field study, one snow depth measurement 

was performed per year for each measurement location. Therefore, too much time 

passes between measurements to compare backscatter and snow depth accurately and 

to analyze any temporal changes that might occur as the snowpack grows and shrinks. 

Despite the lack of temporal analysis, the field study dataset has several advantages. 

The field measurements were conducted from mid-to-late winter, from January to April 

(with a few in May). This timing increases the likelihood of having frozen ground 

during the measurements. This is advantageous because Sentinel-1 has been shown to 

detect frozen soil (Baghdadi et al., 2018). Therefore, the temperature of the soil is less 

likely to affect the results of this study. 

Another advantage is that this study does not rely on measurements from 

meteorological stations. While meteorological stations provide good temporal 

resolution, they tend to be located on flat terrain, are often sparse, and are generally not 

situated in mountainous regions. Additionally, they can be in areas where their 

surroundings might be affected by human activities, such as snow plowing, which 

would not be reflected in their measurements but could affect the backscatter value of a 

SAR pixel. Therefore, having a field study with measurements spread over a large 

geographical area in a mountainous region is more relevant and useful for studying 

snow depth in mountain ranges than relying on meteorological stations. 

4.1.2 Multi-looking and speckle 

Speckle is an unavoidable problem when working with SAR imagery. As explained in 

the section 2.3.2, there are two ways to reduce its effect: multi-looking and a speckle 

filter. For this study, the Refined Lee speckle filter was chosen because it requires no 

additional parameters to configure. Consequently, multi-looking served as the main 

tool to control both speckle and resolution. 
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The downside of multi-looking is that it reduces spatial resolution in proportion to the 

reduction in speckle. Therefore, balancing the two is important, and a compromise 

must be found. Due to the experimental nature of this study, three levels of increasing 

multi-looking were applied during the processing of the Sentinel-1 granules. One 

aspect considered was the effect of speckle on point measurements and the pixels of 

SAR images. A higher-resolution image could provide a more precise backscatter 

value for the area around the measurement, but the true value might be skewed by the 

speckle effect. Conversely, in a lower-resolution image, the backscatter value 

represents a much larger area around the measurement but will be free of speckle. 

Additionally, due to the nature of speckle, it is difficult to determine if a single pixel is 

affected by it.  

4.2 Modeling snow depth with Random Forest regression 

4.2.1 Developing the model 

During the exploratory analysis of the data, it was concluded that 9 models would be 

developed to reflect the diverse nature of this study in attempting to model different 

types of features and image resolutions. The three resolutions, 100, 500, and 1000 

meters were chosen to represent the likely scenarios of estimating snow depth with 

SAR. An important aspect of this study is field measurements used for ground truth 

consisting of point data. It is therefore important to test the performance of different 

resolutions to assess if any is advantageous over another. Other studies of snow depth 

using SAR have utilized a range of resolutions from 100 meters to 1 kilometer. (Daudt 

et al., 2023; Lievens et al., 2019, 2022). 

As can be observed in Figures 15 to 17, backscatter correlates quite poorly with snow 

depth. This study investigates whether the addition of external features can improve the 

model's performance in predicting snow depth using radar backscatter. The features 

used are listed in Table 5. The features are divided into three groups: backscatter and 

features derived from SAR data, terrain features derived from a DEM, and climate 

features from the ERA5-Land dataset.  

The three hyperparameters, n_estimators, max_features, and max_depth were 

determined to be most relevant for the datasets in this study through exploratory 

analysis. Various data preparations were experimented with during this phase, such as 

filtering outliers, filtering out certain levels of snow depth, adding features, and using 

different resolutions of terrain features. Each variation was run through the tuning step 

in the section 2.7.2, which provided insight into the data and features and how the 

hyperparameters affect the models. The learning curves (see Figure 14) were also used 

to assess how different values of hyperparameters impact the models by creating new 

ones for different sets of parameters. 

Once all the data preparation was complete, the tuning step was run for the final time, 

and the most optimal hyperparameters were determined and used throughout the rest of 

the model development process. 

 

4.2.2 Evaluating the Random Forest model 

The goal of a machine learning model is to learn from the training data and generalize 

it to unseen data. When developing a machine learning model, a balance between bias 

and variance must be found. Bias is the error inherent when approximating a complex 

problem, such as snow depth, using a simple model. Variance refers to the error of a 
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model caused by its sensitivity to minor fluctuations in the training dataset. More 

formally, bias and variance are related to the mean squared error (MSE) by the 

formula:   

      MSE = Variance + Bias2               (3) 

Ideally, a good model aims to reduce both variance and bias, thereby minimizing the 

MSE. However, with flexible models like Random Forests (RF), there is a tendency for 

variance to increase and bias to decrease. Therefore, balancing these two quantities is 

important to achieve a well-performing model (Burkov, 2019; James et al., 2023). 

An imbalance can lead to underfitting or overfitting. An underfit model has high bias, 

performs poorly with training data, and lacks enough complexity to generalize. An 

overfit model has high variance, performing well on training data but poorly on test 

data. Overfitting can be caused by a model that is too complex, has too many features, 

or uses a small training dataset (Burkov, 2019; Hastie et al., 2009).  

The choice of which machine learning algorithm to use is important. Factors to 

consider include whether it is a supervised or unsupervised learning problem, whether 

it is a classification or regression problem, and how many features to use and how they 

correlate with the target variable. The experience of the user is also important, which is 

why RF is particularly advantageous. Its simplicity and ease of use, requiring relatively 

little preprocessing and few hyperparameters, make it a user-friendly option. A 

strength of RF is its use of random sampling for training data and splitting tree nodes, 

which decreases variance and reduces overfitting (1.11. Ensembles, 2024). A weakness 

of RF regression is its lack of interpretability. Since the model is based on a forest of 

dozens to hundreds or even thousands, of decision trees, visualizing them is difficult. 

Furthermore, due to RF's truly random nature, it can have problems with generalization 

and reproducibility (Kühnlein et al., 2014). 

To assess the performance of the RF models developed in this study, several methods 

were employed. These include the learning curve shown in Figure 14, feature 

importance displayed in Figures 22-24, error metrics presented in Tables 7 and 8, and 

visualizations provided in Figures 20-22. 

The RMSE of the training curve starts low at around 10, gradually increases, and 

stabilizes around 20. The RMSE of the test curve starts high at 60 and, as more 

examples are added, reduces significantly to around 40. The first step in interpreting 

the learning curve is looking at the gap between the training and test RMSE. It can be 

summarized as  

gap =  test error −  training error             (4) 

where the larger the gap, the higher the variance of the model (Olteanu, 2018). 

The model starts with a large gap and high variance, indicating overfitting. As more 

samples are added, the gap between the training and test RMSE decreases, indicating a 

reduction in variance and an improvement in generalization. It can be concluded that 

the model performs reasonably well and is learning from the data, but still exhibits 

some overfitting. Ideally, the two curves should merge, suggesting that the model 

could benefit from additional data. 

4.2.3 Results of the modeling 

In Figure 19, the results from the predicted and measured snow depth for the model 

groups are shown with a red 1:1 line, indicating the intersection where the predicted 

values are equal to the true values. These predictions are made with unseen data and 

indicate how successful the training of the models was. The SAR models show poor 

performance, with no trend towards the 1:1 line, indicating low accuracy in predicting 
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snow depth. The low R² values further support the poor performance of these models. 

In contrast, the performances of the terrain and ERA5 models are improved, as 

evidenced by their closer alignment to the 1:1 line. 

The residual plot in Figure 21 displays the residuals for each of the models. An ideal 

residual plot will have no discernible patterns. The SAR models have the narrowest 

range of predicted values and a slightly higher magnitude of residuals, which agrees 

with the SAR plots in Figure 20, indicating the narrow range of predicted values and 

the highest RMSE among the model groups. 

The terrain models show an increased spread of predicted values and a tighter 

clustering around the zero line, indicating an improvement in the magnitude of 

prediction errors. All the model groups show an equal distribution around the zero line, 

indicating that the model’s prediction errors are consistent across different snow depths 

and do not exhibit any clear patterns that would indicate problems with the model. 

Table 7 shows the results of training and model evaluation in section 2.7.3. The RF 

algorithm was run a total of 100 times, with 10 different training-test splits and a 10-

fold cross-validation procedure. During this step, 75% of the total data is used as 

training data, which is further split into test and validation sets during cross-validation. 

This ensures that each data point is used for both training and evaluation. 

In this step, the model was not introduced to any unseen data, so it evaluates how 

effectively the model can be trained. This method is also useful for comparing models 

with different hyperparameters or data preparation techniques. As can be seen from the 

results of the RF modeling, the SAR models performed the worst, with R² values 

below zero, indicating no correlation. The terrain models performed considerably 

better, with an R² of around 0.16, and the ERA5-Land models performed the best, with 

an R² of 0.26. 

In Table 8, the error metrics of the best-performing models from the 100 models 

evaluated in section 2.7.3 are presented. The models that scored the lowest RMSE 

during the cross-validation step were retrained on the entire training dataset (75% of 

the total data), and the remaining 25% was used to make predictions of snow depth. 

The error metrics (see section 2.7.4 on Final Validation) indicate how accurately the 

predictions compare to the unseen, or true, values. 

Comparing Tables 7 and 8, it can be observed that the models performed quite well on 

the unseen data. This indicates that the model can generalize effectively; however, it is 

likely slightly overfitting the data, as suggested by the gap in the learning curve (Figure 

14). 

In Lievens (2022), it is suggested that snow depth retrievals in C-band SAR do not 

have increased uncertainty for shallow snow (< 1m) compared to deeper snow. As seen 

in the histogram in Figure 7, over half of the snow depth measurements performed in 

the field study have a depth below 1 meter. To test whether the models were affected 

by depth, the data was divided into measurements above and below 1 meter. The 

outcomes are listed in Tables 9 and 10. 

The results for both subsets show lower RMSE and MAE compared to the entire 

dataset, but the R² values are significantly lower. Notably, the subset with snow depth 

below 1 meter has a lower overall error than the subset with snow depth above 1 meter. 

However, while the subsets are generally more accurate for these specific snow depth 

ranges, the lower R² indicates reduced variance and a weaker model that is less 

effective at generalizing. Additionally, the smaller number of data points in each subset 

can lead to poorer modeling outcomes. In Figures 15 and 16, the backscatter of VH and 

VV does not show clear significance for different snow depths ranges. 



38 

 

Therefore, it is impossible to conclude from this study that C-band SAR has increased 

uncertainty for shallow snow. 

4.3 ERA5-Land  

One of the aims of this study is to assess the viability of using ERA5-Land reanalysis 

data to improve snow depth estimations. ERA5-Land data were utilized in several 

ways: as a means of providing weather data to make more Sentinel-1 granules 

available, as an input feature for the RF models, and to compare the predicted snow 

depth to an independent source. Total precipitation and temperature variables were 

used to estimate the weather conditions on the day leading up to and the day after a 

field measurement was performed (described in section 2.4.3). This proved to be an 

important step, as there was often a mismatch between the days when measurements 

were conducted and when Sentinel-1 acquired images. This method ensured that more 

granules were available for use and that the snow depth was expected to be the same as 

if it had been acquired on the same day as the measurement. 

The more important reason for using ERA5-Land was to investigate whether 

combining medium-resolution data with higher-resolution data can achieve better 

results than using each individually. This was achieved by using three ERA5 features 

as input for RF regression models of snow depth (listed in Table 5). The three features 

selected to capture important elements of the physical processes affecting snow depth 

and to teach the algorithm are: 

- Snow density (RSN): This feature aims to teach the model how the density of 

snow can affect its depth. 

- Temperature (SKT): This is the temperature at ground level, which teaches 

the model about the conditions of the snow, as temperature can affect the water 

content of snow. 

- Snow depth water equivalent (SD): This feature represents the volume of 

water if all the snow in a single pixel of ERA5-Land were melted. 

In the Results section, the performances of the different model groups and resolutions 

are presented. As can be seen, the ERA5 models performed better than the simpler 

models. As shown in Table 8, ERA5 models had an RMSE of 36 cm and an R² of 0.35-

0.40, compared to an RMSE between 45-47 cm and an R² of 0.03-0.05 for the SAR 

models. The residuals of the ERA5 models also performed best, predicting a wider 

range of values and clustering closer to the zero line. The feature importance plot in 

Figure 24 shows that the ERA5 features contribute around 0.25 to the feature 

importance score. 

What can be concluded from the results is that ERA5-Land is a valuable source of 

information when modeling snow depth and provides a better-performing model than 

simpler alternatives. Whether it is an improvement on the ERA5-Land snow depth 

product (SDE) is difficult to determine. The predictions systematically underestimate 

the snow depth relative to SDE, as seen in Figure 25. The model groups show the same 

trend as in Figures 20 and 21, where the SAR models perform most poorly and show 

improvements in the terrain and ERA5 models. The ERA5 models are trained with 

ERA5-Land data, which risks data leakage that could influence the trend. However, the 

similar underestimation shown with the SAR and terrain models indicates that this 

effect is not significant. The discrepancy between the resolution of ERA5-Land and the 

point measurements means that the comparison between the two will not account for 

local differences in snow depth due to the large scale (11 x 4.5 km) of ERA5's snow 

depth data. 
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5 Conclusions 

5.1 Thesis highlights 

This study aims to determine whether snow depth can be estimated using SAR with a 

Random Forest regression model and whether ERA5-Land data can improve model 

predictions of snow depth. Nine RF models were developed using SAR data at 100, 

500, and 1000-meter resolutions, terrain variables, and ERA5-Land variables. The 

SAR models performed poorly, indicating a low correlation between SAR and snow 

depth. The best-performing models included SAR, terrain, and ERA5-Land variables, 

showing no significant difference between the different SAR resolutions. ERA5-Land 

is a valuable source of information for modeling snow depth and provides a better-

performing model than simpler models with fewer variables. 

Having an accurate inventory of snow accumulation is crucial for monitoring the water 

stored as snow. Investigating temporal changes in snow has significant implications for 

climate studies. It is especially important to study snow in mountainous areas, which 

currently lack reliable and global methods for measuring snow depth. 

The physical processes of SAR backscatter are complicated, making data interpretation 

challenging. Similarly, snow is a complex material, with factors such as water content, 

density, layering, and substrate complicating remote sensing analysis. This study 

attempts to use external data on physical processes and features to simplify the 

complexity of using SAR to measure snow depth. 

This study uses snow depth measurements performed in the field in Vindelfjällen as 

ground truth data to train RF models and to compare with SAR backscatter data. The 

measurements are spread over a large area and span several years. This requires each 

measurement to be correlated with a single pixel of a SAR image. However, this 

approach cannot account for the local variability of snow depth, which could be 

significant. 

Models are only as good as the data used as input. The experimental nature of this 

study leads to uncertainty in multiple areas. Notable areas of uncertainty in this study 

include removing outliers, train-test split ratio, feature engineering, hyperparameters, 

and which features to include. SAR images by themselves also include uncertainty, 

they require processing to be usable and will be influenced by speckle. 

This study shows that Sentinel-1 backscatter is poorly correlated with point 

measurements of snow depth. However, it demonstrates that the Random Forest 

regression algorithm can be moderately successful at predicting snow depth using 

SAR, terrain, and ERA5-Land variables. The study did not find a significant difference 

between the different resolutions of SAR; therefore, it is recommended not to use a 

resolution below 1 km without more supporting evidence. Terrain and weather 

conditions significantly influenced the predictive power of the machine learning 

models. 
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5.2 Future research 

- For this study, land cover models were not included. The added complexity of 

including them was beyond the scope of this study. A future study on the 

effects of land cover on SAR and snow depth would be complementary to this 

one. 

- For future studies, different machine learning algorithms could be investigated, 

such as boosting algorithms (XGBoost, AdaBoost, Gradient Boost) or deep 

learning algorithms. 

- The reference data for snow depth used in this study covers a large area and 

spans several years, with relatively sparse measurements. Two scenarios would 

be interesting to study: first, using a smaller area with a high-fidelity snow 

depth map to train an algorithm; second, using data with frequent 

measurements over an entire winter season. This would allow for correlation 

with Sentinel-1, which revisits 1-2 times per week. It is also suggested to use a 

reference dataset with a larger range of snow depths to investigate whether 

there are some ranges of snow depth that correlate more strongly with SAR. 

- Another aspect to consider for using SAR to study snow is to investigate the 

backscatter signal from a desired study area during a snow-free period and use 

it as a baseline for the backscatter signal contribution of the ground. It can then 

be compared with the backscatter signal when the ground is covered with 

snow. 
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Appendix 

Appendix A:  

 

Figure 27. ERA5-land SDE plotted as a function of measured snow depth. 
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Appendix B:  

Results from subdividing the data into snow depths above 100 cm and below 100 cm e 

models were evaluated using the same methodology described in section 2.7.3. Table 9 

show the results using snow depth above 100 cm, and Table 10 below 100 cm. 

Table 9. Mean error metrics for the models with snow depth above 100 cm. The 

hyperparameters were n_estimators = 100, max_features = 8, and max_depth = 0.3. 

The training procedure was run 10 times, and the error metrics were averaged. 

Models MAE RMSE R2 

100SAR 29.85 37.96 -0.14 

500SAR 30.15 38.84 -0.19 

1000SAR 29.02 37.23 -0.14 

100terrain 28.6 36.38 -0.06 

500terrain 28.11 36.58 -0.06 

1000terrain 27.06 34.98 -0.03 

100era5_land 25.32 32.91 0.13 

500era5_land 25.81 33.93 0.09 

1000era5_land 24.4 32.1 0.14 

 

Table 10. Mean error metrics for the models with snow depth below 100 cm. The 

hyperparameters were n_estimators = 100, max_features = 8, and max_depth = 0.3. 

The training procedure was run 10 times, and the error metrics were averaged. 

Models MAE RMSE R2 

100SAR 19.47 23.43 -0.15 

500SAR 19.64 23.74 -0.15 

1000SAR 19.63 23.69 -0.11 

100terrain 17.05 20.89 0.07 

500terrain 17.17 21.19 0.08 

1000terrain 17.04 20.94 0.13 

100era5_land 16.54 20.28 0.13 

500era5_land 16.56 20.25 0.16 

1000era5_land 16.21 19.81 0.22 



 

 

Appendix C:  

Tables 11 and 12 show the results of using not SAR parameters for the modeling using 

terrain variables, and for the terrain and ERA5-Land modeling. The model evaluations 

included in this section are not divided into the 100, 500 and 1000 meter resolution 

groups as in Tables 7 and 8. 

 

Table 11. Models without SAR features included. Mean error metrics for the models from 

the training and evaluation steps. The hyperparameters were n_estimators = 100, 

max_features = 8, and max_depth = 0.3. The training procedure was run 10 times, and 

the error metrics were averaged. Process described in section 2.7.3. 

Models MAE RMSE R2 

terrain 34.32 44.92 0.13 

era5 & terrain 29.88 39.67 0.32 

 

Table 12. Models without SAR features included. Error metrics for the final evaluation, 

where the best-performing model is applied to the test dataset and its performance 

metrics recorded. Process described in section 2.7.4. 

Models MAE RMSE R2 

terrain 30.93 39.07 0.29 

era5 & terrain 27.92 36.87 0.37 

    

    

    

    
 

 


